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Abstract

Generative artificial intelligence (GAI) is rapidly changing how written language is produced, leaving many worried
about the implications for student academic writing. We examine the early adoption of GAI among university
students and associated changes in academic writing in a real-world, high-stakes setting. Using 44,374 English-
language examination submissions from Danish universities between January 2018 and early January 2024, we find
that the mean prevalence of rare stylistic words associated with LLM-generated text increased by 59.6% after the
release of ChatGPT. In early January 2024, more than one-quarter of submissions exceeded the 99th percentile of the
pre-ChatGPT distribution of this measure. Within-course analyses show modest changes in linguistic complexity,
limited evidence of increased semantic similarity, and lower grades, particularly in early 2024. These findings are
consistent with rapid early diffusion of GAI into high-stakes academic writing, accompanied by comparatively
limited changes in the overall characteristics of student submissions.
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The rapid emergence of generative artificial intelligence (GAI) tools such as ChatGPT has raised questions about the
role of writing in higher education. Academic writing is central to how students develop and communicate knowledge
and how their performance is assessed. The ability of GAI to produce high-quality texts on par with students [1, 2]
has therefore led scholars and educators to question how students will use these tools and what their use will mean
for writing and assessment [3, 4]. Understanding these implications requires evidence on both the uptake of GAI and
the changes that accompany its use in the work students submit.

Studies of scientific publications and preprints document increasing influence of large language models (LLMs) on
academic text production [5–7]. This influence is reflected in the growing prevalence of stylistic words disproportionately
used by LLMs [8]. The extent of these changes varies across periods, disciplines, and geographic regions, while public
disclosures of GAI use remain uncommon relative to inferred use [6, 9]. Evidence among students likewise points to
adoption across countries and substantial variation in awareness and academic use across student characteristics and
fields of study [10, 11]. However, evidence of academic use does not establish how extensively GAI changes the work
students submit. Students may use these tools to generate text, revise existing prose, or support their understanding
of course material, with potentially different implications for writing and assessment [11, 12].

There is reason to expect that GAI could substantially change student writing. Early versions of ChatGPT were
already able to produce school essays that compared favorably with those written by students [1]. When tested on
authentic university assessment material, ChatGPT has also correctly answered a substantial share of text-based
questions across STEM courses [13]. Fully AI-generated submissions introduced by researchers into a university exam-
ination system have received relatively high grades under real marking conditions, outperforming student submissions
on average in most of the modules examined [2]. These studies establish that GAI can produce text and answers that
perform well in academic assessment. The implications for student submissions nevertheless depend on whether and
how students incorporate these capabilities into their work.

Evidence from controlled settings suggests that the effects of GAI assistance vary across writing tasks. A small early
study of student essay writing found no improvement in writing quality or completion time [14], whereas an experiment
involving professional writing tasks found that access to ChatGPT increased both speed and assessed quality [15].
Experimental work on creative writing also suggests a potential trade-off between individual and collective outcomes:
access to GAI-generated ideas can improve evaluations of individual texts while making outputs more similar to one
another [16]. Research on argumentative co-writing similarly finds increased content similarity with an instruction-
tuned language model, although the same pattern was not observed with its base model [17]. Comparisons of human
and LLM-generated college admissions essays provide further evidence of linguistic differences and lower collective
semantic diversity in generated writing, including when prompts are modified to encourage variation [18, 19].

These findings suggest that the implications of GAI should be examined across distinct dimensions of student
writing. Changes in vocabulary and sentence structure need not coincide with changes in the similarity of content
across submissions, while grades capture how submitted work is evaluated against course requirements. Comparisons of
human and generated essays show that linguistic differences vary across measures and models [1], and the experimental
evidence demonstrates that more favorable evaluations of individual texts can coexist with greater similarity across
texts [16]. There is therefore little reason to expect that linguistic complexity, semantic similarity, and academic
performance will necessarily change together. Moreover, the patterns observed under controlled conditions may differ
from those that emerge when students decide for themselves whether, how, and how extensively to use GAI.

A growing literature has begun to examine student writing in naturally occurring settings. Using more than one
million university discussion-forum submissions, recent work finds improvements in linguistic indicators of writing
quality following LLM availability and narrower gaps between linguistically advantaged and disadvantaged students,
with stronger equalizing patterns among students from higher socioeconomic backgrounds [20]. Research on MOOC
essays identifies changes in style and length alongside increases in language associated with LLMs [21]. Evidence
from high-stakes college admissions essays also points to a divergence across dimensions of writing: lexical diversity
increased after ChatGPT’s release while conceptual diversity decreased [22]. Related work connects socioeconomic
differences in inferred LLM use with changes in linguistic characteristics and admission outcomes [23]. Studies of
academic performance find limited evidence of differential grade changes in courses more susceptible to GAI use [24],
while inferred GAI use in coursework essays has been associated with lower scores on a subsequent final examination
[25]. Together, these studies document changes across several educational settings, but the patterns differ across
writing measures and assessment outcomes. Further evidence from actual university examinations can help establish
how increasing GAI influence coincides with changes across these dimensions of student work.

We contribute to this evidence using longitudinal data from 44,374 English-language examination submissions from
two Danish universities between January 2018 and early January 2024. We first examine changes in the prevalence
of rare stylistic words associated with LLM-generated text as evidence of increasing GAI influence. We then examine
whether the release of ChatGPT coincided with changes in linguistic complexity, semantic similarity, and grades. By
comparing submissions within recurring courses, we account for persistent differences between courses while examining
changes across multiple outcomes in the same assessment setting. This provides evidence on early GAI adoption and
associated changes in student writing from a further national and institutional context in which written work has
direct consequences for academic assessment.
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We find a substantial increase in language associated with GAI, with more than one-quarter of submissions in
early January 2024 exceeding the 99th percentile of the pre-ChatGPT distribution of our language measure. Within-
course analyses show modest changes in linguistic complexity, limited evidence of increased semantic similarity, and
lower grades, particularly in early 2024. Together, these findings suggest that increasing GAI influence in high-stakes
academic writing can coincide with comparatively limited changes in the linguistic characteristics of submitted work.

Results

Evidence of GAI adoption in student submissions

We first examine whether student writing changed in ways consistent with the adoption of GAI following the public
release of ChatGPT. We focus on rare stylistic words that were uncommon before ChatGPT but are strongly associated
with LLM-generated text, including delve, garnered, and intricate [7]. Because these words also occur in human-written
text, they do not identify GAI use in individual submissions. Their prevalence over time can, however, provide an
aggregate signal of changes in student writing consistent with GAI adoption.

Figure 1 shows a clear change following the release of ChatGPT. In the years before 2023, the mean frequency of
these 291 LLM-associated words is stable at around 0.32 words per 100 words. Across all post-ChatGPT submissions,
the mean prevalence is 0.51 words per 100 words, an increase of 59.6% compared with the pre-ChatGPT period.

This post-ChatGPT increase is gradual over time. The usage rate becomes progressively larger over 2023, reaching
around 0.9 words per 100 words by early January 2024, approximately three times the level observed before the release
of ChatGPT. The increase at the end of the observation period is therefore considerably larger than the average
increase across all post-ChatGPT submissions. The pattern is consistent with gradual uptake of GAI among students,
rather than a single immediate shift following its public release.

Fig. 1: Mean prevalence of LLM-associated language over time. Mean number of rare LLM-associated words
per 100 words by half-year. Points show observed means and whiskers show 95% percentile-based confidence intervals
obtained from a nonparametric course-cluster bootstrap. The vertical reference line marks the public release of Chat-
GPT on 30 November 2022.

The distributional comparison suggests that the increase in mean prevalence is not concentrated in a small num-
ber of submissions with exceptionally high rates of LLM-associated words. Figure 2a shows a broader shift towards
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higher values in pooled post-ChatGPT submissions compared with the pre-ChatGPT period. The estimated distribu-
tions share 80.2% of their probability mass, corresponding to 19.8% redistributed probability mass between the two
distributions.

The post-ChatGPT distribution contains less probability mass at low rates of LLM-associated vocabulary and
more mass at higher rates. It also develops a substantially heavier upper tail, indicating that high rates of these words
become more common after ChatGPT’s release. The rise in the mean therefore encompasses changes in both the broad
distribution of examsn as well as a shift towards a lot more examns with exceptionally high usage rates.

In the upper end of the distribution we see a rapid rise in examns with a very high rate of rare llm-words in the
post-ChatGPT period. Using the 99th percentile of the pre-ChatGPT distribution as a threshold, we can examine how
frequently submissions in later periods display rare word rates that were unusual before ChatGPT became publicly
available. As we can see in Figure 2b aproximately 1% of pre-ChatGPT submissions exceed this threshold as expected.

After the release, the share rises rapidly. Across successive post-ChatGPT periods, 5.5%, 14.0%, and finally 26.3%
of submissions exceed the pre-period 99th-percentile threshold. By early January 2024, more than one-quarter of
submissions therefore contain LLM-associated words at rates that would have been highly unusual before the release of
ChatGPT. The increase in average prevalence is thus also accompanied by a substantial rise in the share of submissions
displaying a pronounced LLM-associated vocabulary signal.

(a) (b)

Fig. 2:Distributional changes in LLM-associated language following the public release of ChatGPT. (A)
Kernel density decomposition of rare LLM-associated word rates in pooled pre- and post-ChatGPT submissions. The
dashed gray curve shows the pre-ChatGPT density and the solid black curve the post-ChatGPT density. Gray shading
denotes density shared by the two distributions, red shading denotes excess post-ChatGPT probability mass, and
blue shading denotes the corresponding deficit relative to the pre-ChatGPT distribution. The estimated distributions
share 80.2% of their probability mass, corresponding to 19.8% redistributed probability mass between the pre- and
post-ChatGPT distributions. The vertical reference line denotes the 99th percentile of the observed pre-ChatGPT
distribution. (B) Percentage of submissions in each half-year exceeding the 99th percentile of the pre-ChatGPT
distribution of rare LLM-associated words. Points show observed percentages and whiskers show 95% percentile-based
confidence intervals obtained from a nonparametric course-cluster bootstrap. The horizontal dashed line denotes the
nominal 1% share implied by the pre-period 99th-percentile threshold, and the vertical dotted line marks the public
release of ChatGPT on 30 November 2022.

Taken together, these results show a substantial and gradually increasing prevalence of GAI-associated language
in student submissions following the release of ChatGPT. The increase in mean prevalence accompanies a broader
distributional shift, while also producing a much heavier upper tail. The growing share of submissions above that 99th
percentile threshold further shows how previously unusual rare-word rates become increasingly common over time.
These patterns provide evidence consistent with increasing GAI uptake in student writing, while leaving the extent
and form of assistance in individual submissions unresolved.
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Limited changes in linguistic complexity following the release of ChatGPT

We examine student writing along three dimensions of linguistic complexity, namely readability, lexical complexity
and syntactic complexity, as well as a with a composite index combining the three. All four measures are normalized
to a 0–1 scale, with higher values indicating greater linguistic complexity or, in the case of readability, greater reading
difficulty. The underlying indices combine established linguistic measures following prior work [20]; further details are
provided in section Methods.

Fig. 3

Fig. 4: Changes in student writing following the public release of ChatGPT. Course-adjusted trends in
writing complexity and semantic similarity by half-year. Outcomes are centered on their pre-ChatGPT means and
scaled by their standard deviations in the pre-ChatGPT period. Points show period-specific means and whiskers
show 95% percentile-based confidence intervals obtained from a nonparametric course-cluster bootstrap resampling
courses with replacement. The vertical reference line marks the public release of ChatGPT on 30 November 2022, with
background shading distinguishing the pre- and post-ChatGPT periods.

The descriptive trajectories in Figure 3 show relatively stable levels of linguistic complexity before the release
of ChatGPT, followed by increasing readability and lexical complexity during 2023 and early 2024. Both measures
are already above their pre-ChatGPT means in the first half of 2023 and move progressively further above them in
subsequent periods. The composite writing index follows a similar positive trajectory.

Syntactic complexity shows a different pattern. We observe little change immediately following the release of
ChatGPT. In late 2023 and early 2024, however, syntactic complexity moves below its pre-ChatGPT mean, suggesting
a trend towards lower syntactic complexity.

The fixed-effects estimates shown in figure 5a confirm these differences across linguistic dimensions. Comparing
submissions before and after ChatGPT within the same course, the composite writing index increases by 0.014 (SE
= 0.002, p < 0.001), readability by 0.020 (SE = 0.002, p < 0.001), and lexical complexity by 0.013 (SE = 0.002,
p < 0.001). In contrast, the estimated change in syntactic complexity is small and negative (β = −0.002, SE = 0.002)
and is not statistically significant (Extended Data Table 1).

The period-specific models in Figure 5b reveal a clearer pattern. In the first half of 2023, the composite index
is 0.009 higher than in the pooled 2022 reference period, readability is 0.015 higher, and lexical complexity is 0.005
higher. By the second half of 2023, these differences increase to 0.022, 0.025 and 0.028, respectively. In early 2024, the
corresponding estimates reach 0.025 for the composite index, 0.029 for readability and 0.039 for lexical complexity. All
three early-2024 estimates are statistically significant (p < 0.001). Syntactic complexity moves in the opposite direction,
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(a) (b)

Fig. 5: Changes in student writing following the public release of ChatGPT. (A) Estimated before–after
changes in writing complexity and semantic similarity from regressions including course fixed effects. Points show
estimated coefficients and horizontal whiskers show 95% confidence intervals based on standard errors clustered by
course. The dashed vertical line denotes zero. Full regression results are reported in Extended Data Table 1. (B)
Period-specific estimates from regressions including course fixed effects, with pooled 2022 as the reference period. Points
show estimated coefficients and vertical whiskers show 95% confidence intervals based on standard errors clustered by
course. The dashed vertical line denotes zero. Full regression results are reported in Extended Data Table 2.

reaching an estimated difference of −0.010 in early 2024, although this estimate remains statistically indistinguishable
from zero (Extended Data Table 2).

These average changes are modest in magnitude on measures ranging from 0 to 1. The results therefore indi-
cate detectable population-level changes in the linguistic characteristics of student writing, but not a large overall
transformation in writing complexity during the post-ChatGPT period.

The evidence however points to a gradual increase in lexical complexity and reading difficulty as GAI-associated
language becomes more prevalent, accompanied by a smaller and more uncertain decline in syntactic complexity. As
such the results show evidence of a relatively limited change in lexical complexity in general.

Inconclusive evidence on semantic similarity following the release of ChatGPT

We next examine whether the availability of GAI coincided with greater semantic similarity between student submis-
sions. We represent each submission using a document-level text embedding and calculate its mean cosine similarity
to other submissions from the same course and period. Higher values indicate that submissions are more semanti-
cally similar to one another; details of the embedding model and construction of the measure are provided in section
Methods.

The descriptive trajectory in Figure 3 shows relatively stable semantic similarity throughout the pre-ChatGPT
period. Similarity remains close to, or slightly below, its pre-ChatGPT level during early 2023 before increasing more
in late 2023 and again in early 2024. The regression estimates nevertheless provide limited statistical evidence of a
systematic increase in similarity. In the pooled before-after model seen in Figure 5a semantic similarity is slightly
lower following the release of ChatGPT (β = −0.005, SE = 0.004), although the estimate is not statistically significant
(Extended Data Table 1). The period-specific estimates change direction over time as seen in 5b. Relative to 2022, the
estimate is −0.002 (SE = 0.004) in the first half of 2023, 0.007 (SE = 0.007) in the second half of 2023, and 0.028 (SE
= 0.017) in early 2024. None of these post-ChatGPT estimates are statistically significant (Extended Data Table 2).

The evidence on semantic similarity is therefore somewhat inconclusive. We find no indication of increased similarity
immediately following the release of ChatGPT and no significant average before-after change. The later periods
do however show increasingly positive estimates, particularly in early 2024, but the associated uncertainty remains
too large to conclude that student submissions became systematically more semantically similar during the period
examined.
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GAI emergence is associated with lower grades

Finally, we examine whether the release of ChatGPT coincided with changes in student grades. Using a pooleds before-
after fixed-effects model similar to the one employed for linguistic change, we see a small but statistically significant
decline in grades following the release of ChatGPT. Comparing submissions within the same course, grades are on
average 0.068 grade points lower in the post-ChatGPT period (β = −0.068, SE = 0.023, p < 0.01; Extended Data
Table 3).

Fig. 6

Fig. 7: Changes in student grades following the public release of ChatGPT. Period-specific estimates from
a regression including course fixed effects, with pooled 2022 as the reference period. Points show estimated coefficients
and vertical whiskers show 95% confidence intervals based on standard errors clustered by course. The dashed horizontal
line denotes the 2022 reference level, while the vertical dotted line marks the public release of ChatGPT. Full regression
results are reported in Extended Data Table 3.

The period-specific estimates show that this decline is concentrated unevenly across the post-ChatGPT period.
Relative to pooled 2022, grades are 0.073 grade points lower in the first half of 2023 (β = −0.073, SE = 0.030, p < 0.05)
and 0.050 steps lower in the second half of 2023 (β = −0.050, SE = 0.040), although the estimate is not statistically
significant. The largest decline occurs in early 2024, when grades are estimated to be 0.272 grade-category steps lower
than in 2022 (β = −0.272, SE = 0.120, p < 0.05; Figure 6). This corresponds to slightly more than one-quarter of a
level on the Danish grade scale.

Taken together, the grade results provide evidence of lower academic performance following the release of ChatGPT,
with the largest difference appearing in early 2024.

Discussion

Following the public release of ChatGPT, the prevalence of linguistic markers associated with LLM-generated text
increased progressively, and by early 2024 more than one-quarter of submissions exceeded a level that had been
observed in only 1% of submissions before ChatGPT. Yet this substantial change in how many students appear to
produce their academic work was accompanied by much smaller changes in the linguistic characteristics of the resulting
texts. Student submissions became somewhat more lexically complex and harder to read, while changes in syntactic
complexity trended downward but were small and uncertain. We similarly find limited evidence that submissions
became more semantically similar to one another. The clearest potentially consequential change is instead found in
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academic performance: grades declined following the release of ChatGPT, with the largest decline occurring in early
2024.

The observed uptake is consistent with growing evidence that GAI has rapidly become incorporated into academic
text production. Previous research has found LLM-associated language in scientific publications [5–7] and surveys
indicate widespread academic use among students [10, 11]. Our results extend this evidence to the texts students
actually submit for consequential university exam assessment. They also suggest that adoption is better understood as a
continuum than as a binary distinction between AI-written and human-written work. The post-ChatGPT distribution
does not reveal a separate group of submissions with uniformly extreme levels of LLM-associated language. Instead, the
distribution shifts more broadly towards greater use of these linguistic markers. This is consistent with heterogeneous
forms of assistance, ranging potentially from limited editing or reformulation to much more extensive reliance on
generated text. Our data cannot identify these forms of use directly, but the distributional pattern cautions against
treating GAI adoption as a single, discrete behaviour.

A central finding is that while we see substantial uptake of GAI, the magnitude of the population-level linguistic
changes nevertheless remains small. This distinction is important when relating evidence from our naturally occurring
settings to experimental work showing that GAI can substantially alter individual texts. Even though GAI may alter
indivial student’s writing substantially, this need not produce large shifts across all submitted work when adoption is
incomplete, and the intensity of use varies. Population-level consequences therefore depend not only on what GAI is
capable of doing to a text, but also on how frequently, intensively and selectively people incorporate it into their work.

The different trajectories of the linguistic measures also suggest that GAI availability should not be understood
as producing a uniform improvement or deterioration in writing quality. Student submissions became more lexi-
cally complex and harder to read, whereas syntactic complexity, if anything, moved in the opposite direction. While
these dimensions capture different properties of written language, more elaborate vocabulary, for example, does not
necessarily imply clearer argumentation or greater understanding.

We find less evidence that GAI availability homogenized student writing. Experimental and more controlled studies
have shown that LLM assistance can make written outputs more similar to one another [16, 17, 19]. In our data,
however, average semantic similarity does not increase clearly during the post-ChatGPT period. Similarity trends
upwards only in the later periods, and the estimates remain too uncertain to support a firm conclusion. One possible
explanation is that homogenization is itself an aggregate property that requires sufficiently widespread and sufficiently
intensive use of GAI before it becomes visible. As observing greater similarity between submissions would require
multiple students producing text influenced in similar ways. The later increase is consistent with this possibility,
but the present evidence cannot distinguish it from ordinary temporal variation. At least during this early period of
adoption, we therefore find little evidence of a broad convergence in the semantic content of student submissions.

The decline in grades warrants particular attention because it suggests that the consequences of GAI availability
may extend beyond the surface characteristics of submitted text. Grades are somewhat lower following ChatGPT’s
release, with the largest decline occurring in early 2024. The temporal correspondence between declining grades and
increasing GAI-associated language is notable, but it does not establish that GAI use caused students to receive lower
grades. Several mechanisms could generate such a pattern. Extensive reliance on generated text could produce answers
that are linguistically polished but less well aligned with the specific academic task. GAI use could also affect the
process through which students prepare for assessments, for example if assistance substitutes for some of the reading,
writing or revision through which knowledge is acquired. Distinguishing among these mechanisms is boyond the scope
of this analysis, and requires evidence linking individual patterns of GAI use to both submitted work and learning
outcomes. Our results therefore simply identifies a potentially important population-level association of GAI use and
academic achievement, shown in prior work as well [25].

Several limitations qualify these conclusions. Most importantly, we do not directly observe GAI use. Rare LLM-
associated words provide a population-level indicator of vocabulary change consistent with GAI adoption. At the same
time, more subtle uses of GAI may leave little trace on this measure, meaning that thresholds based on unusually
high usage should be interpreted as conservative estimates of the overall use of GAI. Second, the release of ChatGPT
constitutes a common change in technological availability rather than a randomized intervention. Course fixed effects
account for stable differences between courses, but other changes within courses or student populations over time could
coincide with GAI availability. The results should therefore be interpreted with some caution.

Third, we study a particularly early stage of GAI diffusion. Both the capabilities of available models and students’
familiarity with them have developed rapidly. At the same time universities have introduced new rules and assessment
practices in response. The patterns observed during 2023 and early 2024 may consequently differ from those that emerge
once GAI use becomes more established. Fourth, the analysis covers English-language examination submissions from
two Danish universities. This provides a large population of authentic, high-stakes academic writing, but the magnitude
and form of GAI adoption may differ across educational systems, disciplines, languages and contexts. Finally, our
linguistic and semantic measures capture only selected dimensions of student writing. They cannot determine whether
GAI changed originality, factual accuracy, critical reasoning, conceptual understanding of other important features of
student learning.
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Methods

Data and sample

We use a combination of examination text data and administrative data on university examination submissions from the
University of Copenhagen and Roskilde University in Denmark, obtained through data-sharing agreements. The unit of
observation is an individual student submission to a university examination. We restrict the data to English-language
submissions with available text and examine submissions from January 2018 through January 2024.

We define the pre-ChatGPT period as submissions made before the public release of ChatGPT on 30 November
2022 and the post-ChatGPT period as submissions made from 1 January 2023 onwards. Submissions made during
December 2022 are excluded as a transition period. For the analysis we bin the data into six-month periods. The final
period labelled 2024 H1 is a partial period containing submissions observed from 1 to 5 January 2024 as the data
collection ended there. Similarly, 2022 H2 excludes submissions from the transition period.

To construct the analytical sample, we first exclude very short submissions containing fewer than 100 words.
We then calculate the linguistic-complexity measures and exclude observations with values more than five standard
deviations from the mean on any of the component measures used to construct the linguistic-complexity indices, as
well as observations for which the required linguistic measures could not be calculated.

We manually classify examinations into four formats: written take-home examinations, written invigilated exami-
nations, oral examinations and other examination types. Because students could most readily access GAI tools while
completing take-home examinations, we restrict the analytical sample to take-home examinations. We further exclude
courses for which the examination format changes between the periods before and after ChatGPT, ensuring that
within-course changes over time are not driven by changes in assessment format.

We then retain only courses represented both before and after the introduction of ChatGPT and remove courses
represented by only a single submission. The resulting sample therefore allows us to compare take-home submissions
over time within recurring courses with a stable examination format, with every course in the common analytical
sample contributing observations on both sides of the temporal comparison.

The resulting common analytical sample contains 44,374 submissions from 25,364 students across 479 courses
and 1,843 examinations. Of these, 32,911 submissions were made in the pre-ChatGPT period and 11,463 in the
post-ChatGPT period. Observed submission dates range from 3 January 2018 to 5 January 2024. The complete sample-
construction procedure, including the number of observations excluded at each step, is summarized in Extended Data
Fig. 8.

Text processing

We identify English-language submissions prior to text cleaning. We detect language using the langdetect python
package [26]. Language is detected from a window of up to 500 words centred on the midpoint of each submission, rather
than from the beginning of the document, to reduce the influence of potential front matter. Submissions classified as
English are retained for further processing.

We apply a common cleaning procedure to all English-language texts before constructing the textual mea-
sures. The procedure removes non-substantive material and formatting artifacts, including front matter preceding a
detected introduction, tables of contents, repeated page headers and footers, page numbers, likely footnotes, reference
and bibliography sections, appendices and in-text citations. Duplicate sentences are removed while retaining their
first occurrence. We additionally normalize quotation marks, whitespace and line-break artifacts, remove line-break
hyphenation, and replace URLs, email addresses and telephone numbers with common placeholders.

Following document-level cleaning, we divide texts into sentences using the English sentence tokenizer from NLTK
[27]. We retain sentences containing at least one token identified as a verb. The resulting cleaned text is used to
construct all subsequent measures of GAI-associated language, linguistic complexity and semantic similarity.

Measures

GAI-associated language

To measure changes in language associated with GAI use, we use the set of rare LLM-associated words identified
by Kobak et al. [7]. These words became disproportionately common in text produced with large language models
following the release of ChatGPT and include terms such as delve, garnered and intricate. We use the rare-word list
from Kobak et al. directly, without further selection or modification.

For each cleaned submission, we identify occurrences of the LLM-associated terms using spaCy’s
PhraseMatcher[28]. Matching is case-insensitive and includes all occurrences of each term. We calculate the rate of
rare LLM-associated language as the total number of matched rare terms divided by the number of alphabetic word
tokens in the submission and multiply this quantity by 100. The resulting measure therefore represents the number of
rare LLM-associated words per 100 words of student text.
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Linguistic complexity

To capture changes in the linguistic characteristics of student writing, we construct separate measures of readability,
lexical complexity and syntactic complexity, as well as a composite index combining the three dimensions. Following
prior work [20], each dimension combines multiple established measures of linguistic complexity.

Readability is measured using the Automated Readability Index (ARI) [29], Flesch-Kincaid grade level [30] and
Dale–Chall readability score [31]. All three measures increase with the linguistic difficulty of a text. Lexical complexity
is measured using the Measure of Textual Lexical Diversity (MTLD) [32] and the corrected type-token ratio (CTTR)
[33], with higher values indicating greater lexical complexity. Syntactic complexity is measured using the maximum
syntactic dependency-tree depth and the number of clauses per sentence. We approximate the number of clauses as
the number of finite verbs and divide this count by the number of sentences in the submission. Sentences are parsed
using theen core web sm model in spaCy [28].

To construct each subindex, we first standardize its component measures and then take their mean. We subsequently
standardize the three resulting subindices and construct the overall linguistic-complexity index as their mean, thereby
giving equal weight to readability, lexical complexity and syntactic complexity. Following the exclusion of extreme
values described above, the three subindices and the composite index are min–max normalized to range from 0 to
1. Higher values indicate greater lexical or syntactic complexity, greater reading difficulty, and, for the composite
measure, greater overall linguistic complexity.

Semantic similarity

To measure the degree of similarity between student submissions, we represent each cleaned submission using text
embeddings constructed with the sentence-transformers/all-mpnet-base-v2 language model [34, 35]. Because
many submissions exceed the model’s maximum input length, we divide each text into non-overlapping chunks of at
most 512 tokens. For each chunk, we obtain a chunk-level embedding by mean-pooling the token representations from
the model’s final hidden layer. We then construct a single document-level embedding for each submission by averaging
its chunk embeddings, weighting each chunk by the number of text tokens it represents. Finally, we normalize each
document-level embedding to unit length.

For each submission, we then calculate its cosine similarity to every other submission from the same course and
six-month period and take the mean of these pairwise similarities, excluding the submission’s similarity with itself.
The resulting measure captures how semantically similar a submission is to other student work produced in the same
course and period. The resulting similarity meassures sits on a [-1-1] scale with higher values indicate greater similarity
among submissions.

Grades

Danish universities use the seven-point grading scale, with possible numerical grades of −3, 0, 2, 4, 7, 10 and 12. We
recode these grades into consecutive ordered categories ranging from 0 to 6, such that −3 = 0, 0 = 1, 2 = 2, 4 = 3,
7 = 4, 10 = 5 and 12 = 6. Higher values therefore correspond to better academic performance. We treat this ordered
grade measure as a linear outcome in the analyses.

Empirical approach

Analysis of GAI adoption

We first examine changes in the average rate of rare LLM-associated words over time. For each six-month period,
we calculate the observed mean number of rare LLM-associated words per 100 words across all submissions in the
analytical sample. We quantify uncertainty using a nonparametric cluster bootstrap at the course level. In each
bootstrap replication, we sample courses with replacement, drawing the same number of courses as observed in the
data. If a course is selected multiple times, all submissions belonging to that course are represented the corresponding
number of times in the bootstrap sample. We then recalculate the mean rate of rare LLM-associated words across
submissions within each six-month period. This preserves the dependence among submissions from the same course
while retaining submissions, rather than courses, as the unit over which the period mean is calculated. We use 1,000
bootstrap replications and report the 2.5th and 97.5th percentiles of the bootstrap distribution as 95% confidence
intervals. Point estimates are calculated directly from the observed data; bootstrap samples are used only to quantify
uncertainty.

As a complementary measure of GAI adoption, we identify submissions with unusually high rates of LLM-associated
language relative to the pre-ChatGPT distribution. We calculate the 99th percentile of the rare LLM-associated word
rate among all pre-ChatGPT submissions and classify a submission as exceeding the threshold when its observed rate is
strictly greater than this value. We then calculate, for each six-month period, the percentage of submissions exceeding
this pre-period threshold. Because the threshold corresponds to the 99th percentile of the pre-ChatGPT distribution,
1% provides a natural reference value for the expected share of submissions above the threshold. The empirical fraction
in each half year period need not equal exactly 1% because the threshold is calculated across the entire pre-period.
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We again quantify uncertainty using a course-cluster bootstrap with 1,000 replications. In each bootstrap replica-
tion, courses are sampled with replacement, and if a course is selected multiple times, all submissions belonging to
that course are represented the corresponding number of times. We first re-estimate the pre-ChatGPT 99th-percentile
threshold from the resampled pre-ChatGPT submissions. We then classify submissions according to this bootstrap-
specific threshold and calculate, for each six-month period, the percentage of resampled submissions exceeding it. The
resulting confidence intervals therefore incorporate uncertainty both in the estimated threshold and in the period-
specific percentage of submissions exceeding it. We report the 2.5th and 97.5th percentiles of the bootstrap distribution
as 95% confidence intervals.

The threshold analysis captures changes in the upper tail of the distribution, but GAI adoption may also change
the distribution of LLM-associated language more broadly. We therefore compare the full distributions of rare LLM-
associated word rates before and after the release of ChatGPT using kernel density estimation. We estimate separate
Gaussian kernel density functions for the pooled pre-ChatGPT and post-ChatGPT submissions using Scott’s rule for
bandwidth selection [36]. To determine the overlapping part of the distribution let f̂pre(x) denote the estimated pre-

ChatGPT density and f̂post(x) the corresponding post-ChatGPT density. At each point x, we decompose the densities
into a component shared by both distributions,

min{f̂pre(x), f̂post(x)}, (1)

an excess post-ChatGPT component,

max{f̂post(x)− f̂pre(x), 0}, (2)

and a corresponding deficit,

max{f̂pre(x)− f̂post(x), 0}. (3)

We summarize the magnitude of the distributional change by integrating the excess post-ChatGPT density using
the trapezoidal rule,

M =

∫︂
max{f̂post(x)− f̂pre(x), 0} dx. (4)

We report 100M as the estimated percentage of probability mass redistributed relative to the pre-ChatGPT
distribution. Intuitively, this measure captures how much probability mass must be shifted to transform the estimated
pre-ChatGPT distribution into the estimated post-ChatGPT distribution. The two estimated densities are normalized
to integrate to one over the common evaluation grid before the decomposition is calculated.

Descriptive trends in student writing and academic performance

We first examine descriptive changes in writing complexity and semantic similarity over time. Because average writing
characteristics may differ systematically across courses, and because the composition of courses observed in each
period may change over time, we adjust each outcome relative to its pre-ChatGPT level within the same course before
calculating period-specific trends.

For outcome Y of submission i in course c and half-year period t, we construct the course-adjusted value

Y ∗
ict = Yict − Ȳc,pre + Ȳpre, (5)

where Ȳc,pre is the mean of the outcome among pre-ChatGPT submissions in course c, and Ȳpre is the corresponding
mean across all pre-ChatGPT submissions in the analytical sample. The transformation therefore expresses each
submission relative to the pre-ChatGPT level of the course in which it was produced, while retaining the overall pre-
ChatGPT level and original scale of the outcome. We then calculate the mean of Y ∗

ict separately within each six-month
period.

Because the linguistic-complexity measures and semantic similarity are measured on different scales, we place the
descriptive trajectories on a common scale for visualization. We center each course-adjusted period mean on the mean
of the same adjusted outcome in the pre-ChatGPT period and divide by its standard deviation among pre-ChatGPT
submissions. For half-year period t, the plotted quantity is therefore

Zt =
Ȳ ∗
t − Ȳ ∗

pre

spre(Y ∗)
, (6)

where Ȳ ∗
t is the mean course-adjusted outcome in period t, Ȳ ∗

pre is its mean across the pre-ChatGPT period, and
spre(Y

∗) is the standard deviation of the same course-adjusted outcome among pre-ChatGPT submissions. Both the
center and scale of the standardized trajectories are therefore defined by the pre-ChatGPT distribution of the course-
adjusted outcome. Values can be interpreted as deviations from the pre-ChatGPT mean expressed in units of the
pre-ChatGPT standard deviation of that outcome after adjustment for pre-existing differences between courses.

We quantify uncertainty around these descriptive trajectories using a nonparametric course-cluster bootstrap with
1,000 replications. In each bootstrap replication, we sample the observed number of courses with replacement, with
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all submissions from a selected course represented each time that course is drawn. Using the resulting resampled data,
we recalculate the period-specific course-adjusted means as well as the pre-ChatGPT mean and standard deviation
used to center and scale each outcome. The bootstrap therefore incorporates uncertainty in both the period-specific
means and the normalization used to place the different outcomes on a common scale. We report the 2.5th and 97.5th
percentiles of the bootstrap distribution as 95% confidence intervals. Point estimates are calculated directly from the
observed data; bootstrap samples are used only to quantify uncertainty.

We examine descriptive changes in student grades using the same pre-ChatGPT course adjustment. For the grade
G of submission i in course c and half-year period t, we construct

G∗
ict = Gict − Ḡc,pre + Ḡpre, (7)

where Ḡc,pre is the mean grade among pre-ChatGPT submissions in course c, and Ḡpre is the corresponding
mean across all pre-ChatGPT submissions in the analytical sample. The transformation therefore expresses each
grade relative to the pre-ChatGPT grade level of the course in which it was awarded, while retaining the overall
pre-ChatGPT level and original scale of the grade outcome. We calculate the mean of G∗

ict separately within each six-
month period, again weighting courses according to the number of submissions they contribute in each period. Unlike
the writing outcomes, grades are retained on their original 0–6 grade-category scale rather than standardized by their
pre-ChatGPT standard deviation for joint interpretability.

We quantify uncertainty around the descriptive grade trajectory using the same nonparametric course-cluster
bootstrap with 1,000 replications. In each bootstrap replication, we sample the observed number of courses with
replacement, with all submissions from a selected course represented each time that course is drawn. Using the resulting
resampled data, we recalculate the overall pre-ChatGPT grade mean and the period-specific course-adjusted mean
grades. We report the 2.5th and 97.5th percentiles of the bootstrap distribution as 95% confidence intervals. Point
estimates are calculated directly from the observed data; bootstrap samples are used only to quantify uncertainty.

For comparison, Extended Data Fig. 9 reports unadjusted period-specific means for the same writing outcomes,
semantic similarity and grades. These means are calculated directly on their original outcome scales, with uncertainty
quantified using the same course-cluster bootstrap procedure.

Fixed-effects models of student writing and academic performance

We next estimate within-course changes in student writing and academic performance following the release of
ChatGPT. Separately for each writing outcome and for student grades, we estimate the before–after fixed-effects
specification

Yict = αc + βAfterit + εict, (8)

where Yict denotes the relevant writing or grade outcome, αc denotes course fixed effects, and Afterit is an indicator
equal to one for submissions observed in the post-ChatGPT period. The coefficient β therefore captures the average
difference between submissions observed before and after the introduction of ChatGPT within the same course.

To examine gradual effects we additionally estimate a period-specific fixed-effects specification for each outcome:

Yict = αc +
∑︂

t/∈2022

βt1(t = t) + εict. (9)

Each coefficient βt measures the within-course difference between half-year t and the pooled 2022 reference period.
Both 2022 H1 and 2022 H2 are omitted from the set of period indicators and therefore jointly define the reference
category. Pooling the two half-years of 2022 provides a common benchmark from the calendar year immediately
preceding the release of ChatGPT while reducing dependence on variation in any single six-month period.

The regression models are estimated on the original scales of the outcomes described above. The linguistic-
complexity indices enter the models on their normalized 0–1 scales, semantic similarity enters on its [-1–1
cosine-similarity scale, and grades enter on the 0–6 grade-category scale.

All models are estimated by ordinary least squares with absorbed course fixed effects using the feols implemen-
tation in the Python package pyfixest [37]. We calculate CRV1 cluster-robust standard errors at the course level,
allowing regression residuals to be correlated arbitrarily among submissions belonging to the same course. We report
two-sided 95% confidence intervals based on these cluster-robust standard errors.

Complete coefficient estimates and model statistics from the before–after writing models are reported in Extended
Data, Table 1, and complete period-specific writing estimates are reported in Extended Data, Table 2. The
corresponding grade estimates are reported in Extended Data, Table 3.

Statistical software and reproducibility

All analyses were conducted in Python (version 3.12.11) [38]. Data manipulation and numerical calculations were
performed using pandas (version 2.3.2) [39] and NumPy (version 2.3.3) [40]. Kernel density estimates were calculated
using scipy.stats.gaussian kde from SciPy (version 1.18.1) [41], with Scott’s rule used for bandwidth selection [36].
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Fixed-effects regressions were estimated using pyfixest (version 0.60.0) [37], with course fixed effects absorbed using
feols and CRV1 standard errors clustered by course. Figures were produced using Matplotlib (version 3.10.6) [42].

All nonparametric bootstrap procedures use 1,000 replications. A fixed random seed of 42 is used for sampling to
ensure reproducibility.
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Extended Data.

Fig. 8: Extended Data Fig. 1 — Construction of the analytical sample. Flow diagram showing the sequential
data-cleaning and sample-restriction steps used to construct the common analytical sample. For each step, the figure
reports the number of submissions before the restriction, the number and percentage removed, and the number
remaining. The final analytical sample contains 44,374 submissions (22.3% of the initial sample) from 25,364 students
across 479 courses and 1,843 examinations. Of these submissions, 32,911 were made in the pre-ChatGPT period and
11,463 in the post-ChatGPT period.
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Fig. 9: Extended Data Fig. 2 — Unadjusted trends in student writing and grades. (A) Unadjusted mean
values of the four writing-complexity outcomes by half-year. (B) Unadjusted mean semantic similarity between student
submissions by half-year. (C) Unadjusted mean student grades by half-year. Points show observed period-specific
means and whiskers show 95% percentile-based confidence intervals obtained from a nonparametric course-cluster
bootstrap with courses resampled with replacement. The vertical reference line marks the public release of ChatGPT
on 30 November 2022, and background shading distinguishes the pre- and post-ChatGPT periods. The final period
labelled 2024 H1 contains submissions observed from 1 to 5 January 2024.
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Table 1: Extended Data Table 1 — Fixed-effects models of student writing
before and after ChatGPT.

Composite Readability Lexical Syntactic Semantic
writing index complexity complexity similarity

After ChatGPT 0.014*** 0.020*** 0.013*** -0.002 -0.005
(0.002) (0.002) (0.002) (0.002) (0.004)

Course fixed effects Yes Yes Yes Yes Yes
Observations 44,374 44,374 44,374 44,374 44,374

R2 0.530 0.471 0.530 0.356 0.866

Notes: Each column reports a separate course fixed-effects regression. The coefficient for After ChatGPT
represents the average within-course difference between submissions in the pre- and post-ChatGPT periods.
The four linguistic-complexity measures are normalized to the 0–1 range, and semantic similarity is measured
using cosine similarity. Standard errors, shown in parentheses, are CRV1 cluster-robust standard errors
clustered by course. * p < 0.05, ** p < 0.01, *** p < 0.001.

Table 2: Extended Data Table 2 — Period-specific fixed-effects models of
student writing.

Composite Readability Lexical Syntactic Semantic
writing index complexity complexity similarity

2018 H1 -0.004 -0.005 -0.003 -0.001 0.008
(0.003) (0.003) (0.003) (0.004) (0.008)

2018 H2 -0.006* -0.009** -0.009* 0.004 0.009
(0.003) (0.003) (0.004) (0.003) (0.008)

2019 H1 -0.002 -0.004 -0.002 0.001 0.017*
(0.002) (0.003) (0.003) (0.003) (0.008)

2019 H2 -0.003 -0.004 -0.003 -0.000 0.009
(0.004) (0.003) (0.003) (0.004) (0.006)

2020 H1 -0.003 -0.003 -0.002 -0.003 0.006
(0.003) (0.003) (0.003) (0.003) (0.006)

2020 H2 -0.003 -0.006* -0.002 0.001 0.015*
(0.003) (0.003) (0.003) (0.003) (0.006)

2021 H1 0.004 0.004* 0.004 0.002 0.009
(0.002) (0.002) (0.002) (0.003) (0.005)

2021 H2 -0.002 -0.003 -0.001 -0.001 0.003
(0.003) (0.003) (0.004) (0.003) (0.007)

2023 H1 0.009*** 0.015*** 0.005** -0.000 -0.002
(0.002) (0.002) (0.002) (0.002) (0.004)

2023 H2 0.022*** 0.025*** 0.028*** -0.003 0.007
(0.003) (0.004) (0.003) (0.003) (0.007)

2024 H1 0.025*** 0.029*** 0.039*** -0.010 0.028
(0.005) (0.006) (0.011) (0.006) (0.017)

Course fixed effects Yes Yes Yes Yes Yes
Observations 44,374 44,374 44,374 44,374 44,374
R2 0.531 0.472 0.533 0.356 0.867

Notes: Each column reports a separate course fixed-effects regression. Coefficients represent within-course
differences for each six-month period relative to the pooled 2022 reference period, consisting of 2022 H1 and
2022 H2. The period labelled 2024 H1 contains submissions observed from 1 to 5 January 2024. The four
linguistic-complexity measures are normalized to the 0–1 range, and semantic similarity is measured using
cosine similarity. Standard errors, shown in parentheses, are CRV1 cluster-robust standard errors clustered
by course. * p < 0.05, ** p < 0.01, *** p < 0.001.
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Table 3: Extended Data Table 3 — Fixed-effects models of student grades.

Before–after Period-specific
(1) (2)

After ChatGPT -0.068**
(0.023)

2018 H1 -0.134*
(0.062)

2018 H2 -0.064
(0.052)

2019 H1 0.011
(0.054)

2019 H2 -0.071
(0.047)

2020 H1 -0.001
(0.039)

2020 H2 0.001
(0.044)

2021 H1 0.042
(0.031)

2021 H2 0.000
(0.034)

2023 H1 -0.073*
(0.030)

2023 H2 -0.050
(0.040)

2024 H1 -0.272*
(0.120)

Course fixed effects Yes Yes
Observations 44,374 44,374

R2 0.176 0.177

Notes: Both specifications include course fixed effects. Column (1) estimates the average within-course difference
between submissions in the pre- and post-ChatGPT periods. Column (2) estimates within-course differences for each
six-month period relative to the pooled 2022 reference period, consisting of 2022 H1 and 2022 H2. The period labelled
2024 H1 contains submissions observed from 1 to 5 January 2024. Grades are measured on the recoded 0–6 Danish
grade-category scale, such that a one-unit coefficient corresponds to one grade-category step. Standard errors, shown
in parentheses, are CRV1 cluster-robust standard errors clustered by course. * p < 0.05, ** p < 0.01, *** p < 0.001.
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